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A BSTRACT. A new approach based on Wasserstein distances, which are numerical costs
of an optimal transportation problem, allows to analyze nonlinear phenomena in a robust
manner. The long-term behavior is reconstructed from time series, resulting in a probability distribution over phase space. Each pair of probability distributions is then assigned
a numerical distance that quantifies the differences in their dynamical properties. From
the totality of all these distances a low-dimensional representation in a Euclidean space is
derived, in wich the time series can be classified and statistically analyzed. This representation shows the functional relationships between the dynamical systems under study. It
allows to assess synchronization properties and also offers a new way of numerical bifurcation analysis.
The statistical techniques for this distance-based analysis of dynamical systems are
presented, filling a gap in the literature, and their application is discussed in a few examples
of datasets arising in physiology and neuroscience, and in the well-known Hénon system.
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1. I NTRODUCTION
Linear time series analysis is a well-developed technique with elegant theoretical underpinnings (1), but most real-world systems are decidedly nonlinear, which manifests itself
in a much larger spectrum of possible dynamical behaviors. Possibilities include intermittency, bursting activity and a sensitive dependence on initial conditions, the latter being
one of the hallmarks of so-called chaotic behavior. Prediction tasks are therefore much
more difficult in nonlinear systems. For example, consider a time series
(1)

x = (x1 , x2 , . . . , xN )

of length N , generated by a dynamical system. In linear systems prediction is relatively
straightforward by minimizing the total error made over some time interval of length n <
N . Assume
(2)

x∗ = (x∗1 , x∗2 , . . . , x∗N )

is a synthetic time series generated by a parametric model for the system under study.
Optimizing the model parameters such that the error functional
(3)

!

dn (x, x∗ ) =

n
X
i=1

||xi − x∗i ||

is minimized usually results in an adequate fit that allows prediction on short to medium
timescales. The parametric model then captures essential features of the (linear) dynamical
system under study. In contrast to this, in a nonlinear system (and also in systems influenced by a stochastic process), such a model is usually useless. Already after a few time
steps, the values x∗i (for i > n) often show large deviations from the corresponding values
xi , and the parametric model does usually not capture the dynamics properly.
The focus in nonlinear time series analysis lies therefore not on predicting single trajectories, but on estimating the totality of possible states a system can attain and their
statistical properties, i.e., how often the system can be expected to be in a particular state.
Of particular importance hereby is the long-term behavior of the system, the so-called attractor, which can roughly be defined as the set of all recurrent states of the system (for
a discussion of different notions of recurrence, see (2); formal definitions of attractors are
given in (3; 4)). More precisely, the notion of an invariant measure captures the statistical
properties of a dynamical system. This is a probability distribution over phase space that
is invariant under the dynamics. In other words, if an ensemble of systems is taken with
initial states randomly distributed according to the invariant measure, after evolving the
systems for some common time, although the individual systems will be in quite different
states than before, the distribution of systems in phase space does not change (in the limit
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of an infinite number of such systems). By necessity, invariant measures are concentrated
on attractors, as recurrent behavior is a prerequisite for invariance.
Changes in long-term dynamical behavior can then be detected by comparing properties of the long-term behavior (or its invariant measure) (5; 6). Unfortunately, many of
these methods are based on the assumption that the dynamics is given by a deterministic
(and possibly chaotic) process, and this usually unverifiable assumption can lead to doubts
about the validity of the analysis (7). Moreover, commonly used measures such as Hausdorff dimension and Lyapunov exponents are notoriously difficult to estimate. For this
reason, Murray and Moeckel introduced the so-called transportation distance between attractors, which is a single number that expresses how closely the long-term behavior of two
dynamical systems resembles each other (8). In contrast to general divergences (9; 10), for
example the Kullback-Leibler divergence, mutual information or the Kolmogorov-Smirnov
statistic, this has the added avantage that it is a true distance on the space of (reconstructed)
dynamical systems: It is reflexive, symmetric, and fulfills the triangle inequality, and is
therefore a very natural concept to measure similarity of dynamical systems and their time
series. In particular, this allows to compare more than two dynamical systems with each
other in a sensible way.
The transportation distance is based on a convex optimalization problem that optimally
matches two invariant measures, minimizing a cost functional. Mathematically, it is an
example of a Wasserstein distance between probability measures (11). Although computationally involved, Wasserstein distances are much more robust than, for example, Hausdorff distance. Furthermore, these distances have interesting theoretical features, for example interpolation properties that allow to reconstruct dynamical behaviors in between
two invariant measures.
Unfortunately, since their introduction in (8), the concept of transportation distance has
received little attention. The reasons are probably that (i) its computation is involved, and
(ii) to many researchers it did not seem clear how to further analyze the distances after
they had been calculated. In this article we address the second point: After introducing
general Wasserstein distances between dynamical systems (Section 2), and discussing implementation issues (Section 3), we show how such distances can be analyzed statistically
(Section 4), which allows interesting insights into the global structure of dynamical systems. In particular, dynamical systems can be classified by properties of the shape of their
invariant measures, that are quantified by these distances. Also, changes in behaviour when
one or more parameters of the system are changed (i.e., bifurcations) can be studied from
this new perspective.
Methods based on matrix eigendecompositions allow to represent and visualize these
distances in a low-dimensional space that represents all possible dynamical behaviors of
the systems under study (Section 4.2). In this behavior space, the totality of dynamical
systems can be studied by the methods of multivariate statistical analysis. In particular, the
statistical significance of separation of classes of systems in this space can be assessed by
permutation methods (Section 4.5), and discriminant analysis allows to classify the time
series by their dynamical features (Section 4.3).
We demonstrate the feasibility of our approach by three examples. First, we study the
behavior of the Wasserstein distances with respect to sample size, parameter changes and
the influence of noise in the well-known Hénon map (Section 5). Interactions between
two systems are also discussed, where the distances allow to estimate coupling strength,
i.e., our method also allows to assess (generalized) synchronization between dynamical
systems (Section 5.4).
Secondly, we discuss an application to a dataset of tidal breathing records (Section 6), a
subset of data previously published in (12), where we discriminate between patients suffering from asthma and those suffering from chronic obstructive pulmonary disease (COPD).
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F IGURE 1. The methodology of attractor reconstruction via delay embeddings. The true attractor is projected into a time series by some measurement function, from which an image of the attractor can be formed
by delay reconstruction, up to some diffeomorphism.
Moreover, by the same methodology it is possible to trace changes in the dynamical state
of the disease in one subject over the course of time.
Finally, we discuss the application of our method to time series arising from magnetoencephalograpic (MEG) recordings in a listening task (Section 7). The distances between the
time series allow to pinpoint possible interactions between separate brain areals, which is
of considerable interest in neuroscience.
These three distinct examples show the wide applicability of the concept of Wasserstein
distances in nonlinear time series analysis. For completeness, we also include an Appendix
where we discuss a further generalization of the Wasserstein distances that addresses a
particularly interesting issue in nonlinear time series analysis, and that contains new ideas
for future theoretical work.
2. WASSERSTEIN

DISTANCES

A dynamical system is implicitly given by the information contained in repeated measurements, and delay vector reconstruction allows to represent its trajectories in a Euclidean space (13; 14; 15). Given a time series
(4)

x = (x1 , . . . , xN )

of N measurements of a single observable X, a dynamical system is reconstructed by
mapping each consecutive block
(5)

x[i] = (xi , xi+q , . . . , xi+(k−1)q )

of k values, sampled at discrete time intervals q, into a single point x[i] in a Euclidean
reconstruction space Ω = Rk . The intuitive idea is that the information contained in
the block x[i] fully describes the state of the (deterministic) system at time i, albeit in an
implicit fashion. From a statistical point of view, the reconstructed points capture higherorder (i.e., not only between pairs of values as in linear time series analysis) correlations in
the time series. If the embedding dimension k is large enough, and some simple genericity
assumptions are fulfilled (14), the resulting distribution of points is indeed an embedding
of the true attractor (in the limit of infinite time series), i.e., its topological and differential
structure is identical to the attractor’s, up to a smooth change of coordinates. The result
that shows this is the following:
Theorem 1 (Takens (14)). Let M be a compact manifold of dimension m. For pairs
(X, y), X a smooth (i.e., C 2 ) vector field and y a smooth function on M , it is a generic
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property that ΦX,y : M → R2m+1 , defined by
ΦX,y (z) = (y(z), y(ϕ1 (z)), . . . , y(ϕ2m (z)))
is an embedding, where ϕt is the flow of X.
In our notation, k = 2m + 1 is the reconstruction dimension, and we allow for a general
delay q > 0 instead of q = 1 as in Taken’s original theorem. The two genericity assumption
needed are the following: (i) If X(x) = 0 then all eigenvalues of (dϕ1 )X : TX (M ) →
TX (M ) are different and different from 1 (simple hyperbolicity), and (ii) that no periodic
solution of X has integer period less or equal than k (resolvability). In practice, not only
does one usually make these assumptions, they are almost always justified. In the sequel,
we therefore assume that the reconstruction from Eq. 5 results in (the finite approximation
of) an embedding.
This methodology of attractor reconstruction by delay embedding is illustrated in Figure 1. Even in the case of systems influenced by noise this reconstruction is possible (16).
Likewise, attractors can also be reconstructed from multivariate time series, where more
than one scalar variable is measured (17), but for simplicity of exposition we mainly consider the scalar case here.
The optimal value of the lag q can be estimated from the data (18) and similar tests exist
for the embedding dimension k (19; 20). The result of the embedding process is a discrete
trajectory in phase space Ω = Rk and this trajectory is interpreted as a probability measure
µ on (the Borel σ-algebra of) Ω, where
′

(6)

N
1 X
δx [A],
µ[A] = ′
N i=1 [i]

A ⊆ Ω,

is the time average of the characteristic function of the points in phase space visited; here
δx[i] is the Dirac measure of the block x[i] and N ′ = N − (k − 1)q is the length of the
reconstructed series. In the limit N ′ → ∞ the measure µ is invariant under the dynamics.
Assuming that the system is subject to small random perturbations leads to the uniqueness
of the invariant measure under mild assumptions (21), which is then called the natural invariant measure. Its support contains an attractor in the sense of Ruelle (4). If a dynamical
model is available, subdivision methods allow to approximate the attractor and its natural measure with arbitrary precision (22); in the case of finite time series this measure is
approximated by the available data.
In the following we assume that the reconstruction process has been performed, so let
x = (x1 , . . . , xk ) and y = (y1 , . . . , yk ) now denote vectors in Ω. To compare the longterm behavior of dynamical systems quantitatively, we employ the Wasserstein distances
of their natural invariant measures. Given two probability measures µ and ν on Ω, the
Wasserstein distance W (µ, ν) is defined as the solution of an optimal transportation problem in the sense of Kantorovich (23; 11). The cost per unit mass is given by a distance
function on phase space Ω. Only the case of Euclidean distance, also called L2 distance,
(7)

d2 (x, y) = ||x − y||2 =

k
X
i=1

2

|xi − yi |

!1/2

is considered here, since it is the natural choice, being rotationally invariant. Other distances are possible, though, and Murray and Moeckel use L1 (“Manhattan”) distance
throughout. Although all distances are topologically equivalent in Euclidean space, distinct distances emphasize different aspects of the statistical properties (i.e., of the shape)
of the invariant measures. In a sequel to this paper, we will discuss various properties and
merits of the different distances.
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F IGURE 2. Example optimal transportation problem in the discrete case.
Open circles correspond to the first measure, filled circles correspond to
the second measure. For simplicity, the points are distributed on a grid
with unit spacing. Left panel: Initial configuration. Numbers indicate
probability mass at each point. Right panel: An optimal transportation
plan with Wasserstein distance W ≈ 3.122. The numbers next to the
arrows indicate how much probability mass is transported from the first
measure to the second measure.
The functional to be optimized is the total cost
Z
(8)
C[π] =
||x − y||2 dπ[x, y],
Ω×Ω

over the set Π(µ, ν) of all probability measures on the product Ω × Ω with prescribed
marginals µ and ν, such that
Z
Z
dπ[x, V ] = ν[V ]
dπ[U, y] = µ[U ],
(9)
Ω

Ω

for all measurable U, V ⊂ Ω and all π ∈ Π(µ, ν). Each measure π ∈ Π(µ, ν) is interpreted
as a transportation plan that specifies how much probability mass π[x, y] is transferred from
each location x ∈ Ω to each location y ∈ Ω, incurring a contribution d2 (x, y) · dπ[x, y] to
the total cost. The cost of an optimal transportation plan is called the Wasserstein distance
between the measures µ and ν and is denoted by
Z
(10)
W (µ, ν) = inf
||x − y||2 dπ[x, y].
π∈Π(µ,ν)

Ω×Ω

Such problems arise in a number of applications in image analysis (24), shape matching (25) and inverse modeling in physics (26). The measure theoretic formalism allows a
unified treatment, but for finite time series the natural measure corresponds to a finite sum
of Dirac measures. In this case the optimal transportation problem reduces to a convex
optimalization problem between two weighted point sets and can be calculated by standard methods (see Section 3). In Figure 2, we show an example with the Dirac measures
distributed on a regular grid.
Note that the specific Wasserstein distance we consider here is often called the Earth
Mover’s distance in the image analysis community (27) and the Kantorovich-Rubinstein
distance in the mathematical literature (11). This distance is preferred over the theoretically
better understood squared Wasserstein distance (see (11) again), since it is more robust with
respect to its statistical properties (confer the discussion in (28)).
Remark 1. It is only possible to compare the long term dynamics of dynamical systems
that occupy the same (reconstructed) phase space. This is not a problem in practice, when
we compare classes of comparable dynamical systems, e.g., study the same system under
parameter changes. This issue is further considered in Appendix A.
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3. I MPLEMENTATION
3.1. Calculation of Wasserstein distances. We assume that the reconstruction of the invariant measures has been performed, utilizing Theorem 1, resulting in discrete approximations of the invariant measures. As remarked before, the optimal transportation problem
in the discrete case reduces to a transportation problem of weighted point sets (for possible
approaches in the continuous case, which is an active area of research, see (29; 24)). Let
the discrete measures be given by
n2
n1
X
X
βj δ y j ,
ν=
αi δxi ,
(11)
µ=
j=1

i=1

where
theP
supplies αi ∈ (0, 1] and the demands βj ∈ (0, 1] are normalized such that
P
α
=
i i
j βj = 1. The left panel of Figure 2 shows an example of two such measures
(on a regular grid).
Any measure in Π(µ, ν) can then be represented as a nonnegative matrix fij that is
feasible, which is to say that it fulfills the source and sink conditions
X
(12)
fij = αi , i = 1, 2, . . . , n1 , and
j

(13)

X

fij = βj ,

j = 1, 2, . . . , n2 .

i

These are the discrete analogs of the respective conditions on the marginals in Eq. 9.
In this case the optimal transportation problem reduces to a special case of a minimum
cost flow problem, the so-called transportation problem (30; 31):
X
fij cij ,
(14)
W (µ, ν) = min
ij

over all feasible flows fij , where cij = ||xi − yj ||2 .
In principle, a general linear programming solver can be used to find the solution, but
the special structure allows more efficient algorithms1. Indeed, the transportation problem
can be solved in polynomial time by a network simplex algorithm (33; 31). An actual
implementation can be found in (34). It is this algorithm that we have used in the examples
in this paper.
Remark 2. Alternatively, relaxation methods can be used, for example, the Auction algorithm developed by Dimitri Bertsekas (35): Starting from an initial condition, the total cost
of the problem is successively reduced by a converging bidding process. Its main advantage
is its ability to restart the problem from an approximate solution. Large numbers of similar
transportation problems can be efficiently solved thereby. However, its implementation is
non-trivial, so for most problems the algorithm of (34) should be the first choice2.

3.2. Bootstrapping and binning. Even with state-of-the-art algorithmic implementations,
the computational cost of the calculation of Wasserstein distances remains a concern. A
practical solution is to resample smaller subseries from the reconstructed trajectory and to
estimate the Wasserstein distances multiple times, bootstrapping its expected value (36).
Not only does this ease the computational burden tremendously (most algorithms for the
transportation problem have at least a quadratic dependence on sample size), but it also
supplies a quantitative measure of accuracy in the form of the bootstrapped self-distances
W (µ, µ) (see the discussion in Section 5.1), and introduces a further level of robustness
(as the original time series are finite, we have to consider them as approximations of the
1In the two-dimensional case, the transportation problem can be solved effectively in linear time, as already
noted by Kantorovich. This is a consequence of the so-called Monge property of the distance matrix (32).
2An implementation as a package for the statistical computing environment R (http://www.r-project.org/) is
available from the author’s homepage.
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true dynamical behavior anyway). This is the preferred method for most problems, and we
discuss its properties in Section 5.
For completeness, we also mention that the reconstructed points can be clustered or
binned prior to the calculation, as utilized in (8), for example. Since, by the KantorovichRubinstein theorem, the distance function is based on a metric, we have that W (µ, ν)
depends only on the difference of µ and ν (see (11)). Therefore, if a measurement point
x ∈ Ω of weight µ[x] is moved to a different location x + ξ, where ξ ∈ Ω is a displacement
vector, the total cost changes by at most ||ξ|| · µ[x]. This also shows that the Wasserstein
distances are robust against the influence of (additive) noise, with the expected maximal
error bounded by the standard deviation of the noise.
√ Likewise, binning with regular bins
of diameter b ∈ R introduces an error of at most k · b to the total cost.
3.3. Incomplete distance information. In the following, we always assume that all pairwise Wasserstein distances have been calculated for a set of dynamical systems under considerations. Since the number of distances grows quadratically with respect to the number
of systems, in practice one might want to reduce the number of computations by only
computing a fraction of the distance matrix. This point is discussed in (37, Section 6.2),
where it is shown that under low noise levels even in the absence of 80% of the distances
(randomly chosen) the remaining distances contain enough information for excellent recovery when a modification of the method of Section 4.2 is applied (38). In the case of
noisy time series, the reconstruction of dynamical behavior is an area of active research.
At the moment, the recently published method of (39) should be the preferred approach to
be employed.
3.4. Violations of distance properties. In practice, if the invariant measures are bootstrapped because of computational complexity considerations, violations of the distance
properties can arise. These are due to the finite number of points sampled, and only the
triangle inequality is potentially affected. For completeness, we will also discuss violations
of reflexivity here.
The triangle inequality is violated if
W (µ, ν) > W (µ, η) + W (η, ν)

(15)

for some triple of points µ, ν, η from the set of invariant measures that are considered. For
a finite number of points such a violation can always be corrected. If it occurs, let
(16)

c=

max

µ,ν,η∈P (Ω)

W (µ, ν) − W (µ, η) − W (η, ν)) ≥ 0

be the maximal violation of the triangle inequality, where P (Ω) denotes the set of the
dynamical systems considered. Adding c to all distances, W (µ, ν) 7→ W (µ, ν)+c, corrects
the violation. The value of c can be found in time of order O(N 2 log N ) by sorting the
sums of distances on the right-hand side of Eq. 15. The effect of adding such a constant is
more pronounced for the smaller distances, which get stretched more than the larger ones.
The constant c is a very interesting measure in itself ((40); also see the discussion of this
point in (37)).
Violations of reflexivity arise, for example, when one estimates the self-distances W (µ, µ)
under bootstrapping. Of course, these are simply corrected by setting W (µ, µ) 7→ 0; nevertheless, the estimation of W (µ, µ) under bootstrapping allows one to assess the simulation
error. It seems a reasonable assumption that each distance is perturbed by a normal distribution with mean zero and standard deviation σ(µ, ν) that depends on the two measures.
However, since distances can be only nonnegative, for the self-distances and measures
whose true distance is smaller than σ(µ, ν) this has to be modified. A simple model for the

WASSERSTEIN DISTANCES

9

Dynamical systems
Measurement / Projection

Time series
Delay reconstruction

Probability distributions
Wasserstein distances

Distance matrix
Multidimensional scaling

Behavior representation

Statistical analysis

Clustering

Classification

Permutation tests

Cross-validation

Significance?

Parameter changes?

Coupling strength?

Accuracy?

F IGURE 3. Outline of the methodology of distance-based analysis of
dynamical systems and time series. The solid arrows indicate the main
flow of steps. The broken arrows indicate optional steps that are applicable in particular situations. Note that we do not discuss clustering
methods in this paper, as they are generally well-known.
errors is then
(17)
(18)

W (µ, ν) = W0 (µ, ν) + |ǫ(µ, ν)|,
W (µ, ν) = W0 (µ, ν) + ǫ(µ, ν),

(W0 (µ, ν) < σ(µ, ν)),
(W0 (µ, ν) > σ(µ, ν)),

where W0 (µ, ν) is the theoretical distance for infinite time series and sample size and
ǫ(µ, ν) ∼ N (0, σ 2 (µ, ν)). Of course, since W0 (µ, ν) is not known, in practice it is difficult
to tell whether a small distance signifies almost identical systems, i.e., the resolution of the
Wasserstein distances is on the order of ǫ(µ, ν). The standard choice then is to leave
all distances W (µ, ν) with µ 6= ν unchanged, lest they violate the triangle inequality.
However, depending on the application, one might make different choices with regard to
this (see Section 5.4). In Section 5 we show numerical evidence that the assumption of
normality is approximately fulfilled in practice.
4. A NALYSIS
In Figure 3 we show the steps in the analysis of dynamical systems by Wasserstein
distances. From an underlying dynamical system, measurements are obtained in the form
of time series. From these, discrete approximations of the invariant measures are reconstructed by standard delay embedding. After calculating the Wasserstein distances for all
pairs of such probability measures, one can store the information in a distance matrix. In
the following we discuss how to proceed with the analysis of the information contained in
this matrix.
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4.1. Distance matrices. The statistical analysis of distance matrices is a well developed
topic in multivariate analysis (41; 37). Important applications arise in ecology (42), psychology, and in the statistical analysis of shape (43). Far from being comprehensive, we
give a short overview of some techniques that are particularly useful in the analysis of
Wasserstein distances.
Throughout we assume that the distance information is presented in the form of a single
matrix M whose entries Mij = W (µi , µj ) represent the distance between two dynamical systems (which are calculated from their invariant measures µi and µj , as discussed
before). The actual distance used is left unspecified. In the later examples (Section 5-6)
we employ the Kantorovich-Rubinstein distance (Eq. 10), but the class of Wasserstein distances contains other interesting distances (e.g. total variation) that test distinct properties
of the invariant measures. The interesting problem of how to combine the information
obtained from various distance measures into a generalized distance matrix is beyond the
scope of the present paper. In any case, we first need to consider how a single distance
matrix can be analyzed.
4.2. Reconstruction by multidimensional scaling. Multidimensional scaling (MDS) is
the generic name for a number of techniques that model distance data as points in a geometric (usually Euclidean) space. In the application to dynamical systems, each point in
this space represents a single dynamical system and the space can be interpreted as the
space of (the totality of) their possible dynamical behavior. We therefore call it the behavior space. It should not be confused with the k-dimensional reconstruction spaces of each
single dynamical system, which are only used in the calculations of the Wasserstein distances. As the behavior space represents possible dynamical behavior, its dimension is not
directly related to the dimensionality of the dynamical systems under consideration, but
rather reflects the structure of the dynamical variability inherent in the totality of systems
studied.
Classical (also called metric) MDS is similar to principal component analysis (PCA)
and has been pioneered by Torgerson and Gower (see (37) for references). Although there
are many modern developments and variations (a few of which are discussed in the Appendix), we only focus on classical MDS. Let us assume a priori that the distances Mij
are the distances between n points (representing n dynamical systems) in a m-dimensional
Euclidean space, for some choice of m ≤ n. Denote the coordinates of the i-th point by
xi1 , xi2 , . . . , xim . In the following, we want to determine the n-by-m matrix X = xij of
the totality of these coordinates from the distances in Mij .
The squared distances (Mij )2 can be expanded as
(19)

2

(Mij ) =

m
X

a=1

which results in the matrix equation
(20)


x2ia + x2ja − 2xia xja ,

D2 = c1′n + 1n c′ − 2XX ′ .

2
Here D2 represents the matrix with elements Dij
= (Mij )2 , the vector c = (c1 , . . . , cn )′
Pm
2
consists of the norms ci =
a=1 xia , and 1n is an n-by-1 vector of ones. The matrix
transpose is indicated by ′ .
Reversing this identity, the scalar product matrix B = XX ′ is given by
1
(21)
B = − JD2 J,
2
where J = I − n1 1n 1′n is the centering matrix, and I denotes the n-by-n identity matrix.
The operation in Eq. 21 is called double centering and has been thouroughly studied (44).
It is often called “an application of the law of cosines” in the literature. Note the use of
squared distances; this is necessary since the “distances” xi· − xj· are unknown, as the
(absolute) distances Mij = |xi· − xj· | contain no sign information.
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To find the classical MDS coordinates from B, we factor B by its eigendecomposition
(singular value decomposition):
(22)

B = QΛQ′ = (QΛ1/2 )(QΛ1/2 )′ = XX ′ .

Here Λ1/2 is the matrix square root of Λ; this exists as Λ is a diagonal matrix, with the
eigenvalues of B on its diagonal.
In general, the dimension m is not known in advance, and has to be interpreted as
a parameter. Let the eigenvalues of B be ordered by decreasing size (by permuting the
relevant matrices, if necessary). Denote by Qm the matrix of the first m columns of Q;
these correspond to the first m eigenvalues of B, in decreasing order. The coordinate
matrix of classical MDS is then given by
(23)

X := Qm Λ1/2
m .

The distances in M can now be represented as points in a Euclidean space if X is real,
or equivalently if the first m eigenvalues of B are nonnegative (45; 46). In that case, the
coordinates in X are found up to a rotation. Moreover, the reconstructed coordinates are
a principal axes solution, i.e., the coordinates of a m′ -dimensional reconstruction, where
m′ < m, correspond to the first m′ coordinates of an m-dimensional reconstruction, which
allows a nested analysis. Since this is PCA of scalar products, it has been called principal
coordinate analysis by Gower. However, there is a subtle difference: The centering operation usually has the effect that the first principal component (representing a baseline/mean)
has been removed (47).
The optimal maximal dimensionality m of the reconstruction can be determined by
considering the strain,
X
(24)
S = ||XX ′ − B||2 =
|(XX ′ )ij − Bij |2 .
ij

The strain quantifies the error made by projecting the distances to the m-dimensional subspace, and decreases monotonously as the reconstruction dimension m is increased, as
long as no negative eigenvalues are encountered under the m eigenvalues used in the reconstruction. However, the speed of decrease varies with the dimensionality. A rapid fall
in the beginning usually turns into a much slower decrease above a certain dimensionality m∗ , a so-called elbow phenomenon (see Panel C in Figure 15 for an example). The
dimension m∗ so obtained is the usual, optimal choice for m, representing a compromise
between parsimony and resolution similar to the Akaike information criterion. Of course,
depending on the actual use of the behavior space representation, there might be more
appropriate ways of determining the optimal dimension.
Note that the primary use of the MDS reconstruction is dimension reduction. This is
particularly useful in exploratory data analysis, i.e., as a first step in a comprehensive analysis where the emphasis is on the detection of interesting features, and in the visualization
of distance information. In the example sections, we use a number of two-dimensional
reconstructions of the behavior space for visualization purposes (as more than two dimensions are obviously difficult to assess visually).
A different application is the discrimination of lung diseases by their dynamical properties (Section 6). In this example, we determine the optimal dimension of the behavior space
by cross-validation of the accuracy of linear discrimant analysis. We now turn to a discussion of this technique. Before that, however, let us stress the main principle underlying the
distance-based analysis of dynamical systems.
Principle 1. The reconstructed behavior space, i.e., the MDS coordinates derived from a
distance matrix, is the object at which all (statistical) analysis starts.
Following this principle, in the following sections on statistical analysis we only consider points in behavior space and do not consider distance matrices anymore.
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4.3. Classification and discriminant analysis. In applications, an important problem is
the classification of time series, see Section 6 where we use time series of breathing measurements to discriminate between two lung diseases. Again, we only discuss the standard approach, linear discriminant analysis (LDA) or Fisher discriminant analysis, for two
classes.
Assume a number of points xi ∈ Rm are given, where 1 ≤ i ≤ n. Consider a partition
of the index set I = (1, . . . , n) into the indices I1 belonging to the first class, and the
remaining indices I2 = I \ I1 . The weighted class means (also called centroids) are
1 X
1 X
(25)
c1 =
xi ,
c2 =
xi ,
n1
n2
i∈I1

with corresponding intra-class variances
X
(xi − c1 )(xi − c1 )′ ,
(26)
σ12 =
i∈I1

The overall mean is
(27)

x̄ =

i∈I2

σ22 =

X

i∈I2

(xi − c2 )(xi − c2 )′ .

n 1 c1 + n 2 c2
1X
xi =
.
n i
n

The goal of LDA is to find a vector w ∈ Rm that maximizes the generalized Rayleigh
quotient
(28)

J(w) =

w′ (c1 − c2 )(c1 − c2 )′ w
,
w′ (σ12 + σ22 )w

i.e., the difference in means divided by the sum of variances, all of which are projected
onto the direction of w. The motivation for this is that the optimal direction maximizes the
separation (or inter-class scatter) of the means, scaled by the variances in that direction (the
corresponding sum of intra-class scatter), and which can, in some sense, be considered the
signal-to-noise ratio of the data.
The direction w is easily found by a spectral technique (48), and the method is implemented in standard software packages (for example, see (49)). Points are then classified
by their nearest neighbour in the projection onto the direction of ω. Application of LDA to
point coordinates in behavior space allows to classify dynamical systems.
Note that it is not possible to apply LDA directly on distance matrices since these are
collinear, and the results therefore can not be trusted (50). This is the main reason behind
Principle 1.
4.4. Cross-validation. It is well known from work in machine learning that resubstitution
accuracy, i.e., predictive accuracy on the data used to derive a model, inevitably improves
as the prediction model becomes more complex. In the case of LDA in behavior space,
increasing the dimensionality m of the behavior space inevitably improves the accuracy of
classification (as long as no negative eigenvalues are encountered). However, this does not
usually tell us much about the accuracy obtained when faced with the classification of an
additional data item of unknown class.
The usual solution to assess predictive accuracy in a useful way is to partition the available data into a training and a test set of about the same size. After setting up the discrimination method on the former, its accuracy is then tested on the latter. However, for small
datasets this is usually not feasible, so we recommend the use of cross-validation.
In leave-one-out cross-validation, the i-th data point is removed from the n points available, the discriminant function is set up, and the i-th point classified, for all possible values
of i ≤ n. The average accuracy of all these classifications is the (leave-one-out) crossvalidated predictive accuracy of the classification.
Cross-validation of LDA in behavior space seems straightforward: first the behavior
space is constructed by the classical MDS solution, then the classification of points in
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this space is cross-validated. Note however that a (often significant) bias is introduced, if
the MDS reconstruction makes use of the distance information of each point that is left
out in the cross-validation step. Ideally, when classifying the i-th point as an “unknown
data item” we would like to construct behavior space from a submatrix of the distance
matrix, with the i-th row and column removed, classifying the i-th point in this space. For
simplicity, let i = n, such that the coordinates of the last point need to be found in the
behavior space defined by the first n − 1 points. A solutions to this problem has been
recently given in (51), following earlier work of (52).
The main idea is to apply double centering to D2 with respect to the centroid of the
first n − 1 points only. Instead of deriving the scalar product matrix by the usual double
centering (Eq. 21), the scalar product matrix B is then computed as




1
1
1
2
′
′
I−
1n−1 1n−1 D I −
1n−1 1n−1 ,
(29)
B=−
2
n−1
n−1

where 1′n−1 is used instead of 1′n . Denote by b the fallible scalar products of the crossvalidated item with the others, and by β its squared norm. The coordinates y ∈ Rm of the
last item are then given as the solution of the following nonlinear optimization problem
(51):
n
X
′ 2
(bi − x′i y)2 ,
(30)
minm (β − y y) + 2
y∈R

i=1

which can be solved by standard methods. Our implementation uses the simple NelderMead simplex algorithm (53).

4.5. Statistical significance by permutation tests. Given a partition of time series into
two or more classes, one way to quantify the separation between the classes is given by
the cross-validated predictive accuracy of the previous section.
More directly, however, from the representation in behavior space we can calculate
the ratio of the inter-class average distances by the inter-class average distances. Unfortunately, this single number does not tell us how significant (in the statistical sense) the
separation is. A solution to this problem is given by the multiple response permutation
procedure (MRPP) (28), a method that allows to assess the significance of separation of
two or more classes in an independent and unbiased way. Its advantage is that it does not
require the assumption of normality that is inherent in most multivariate tests of association
(see (54) for an overview).
Assuming two classes of systems as before, the usual MRPP statistic is given by
δ=

(31)

2
X
i=1

where
(32)

∆i =

1
ni
2



X

ni
∆i ,
n1 + n2

Mkl ,

i = 1, 2.

k,l∈Ii

is the average distance of the i-th class.
Under the null hypothesis that the classes of dynamical systems arise from the same
(unknown) distribution of systems in behavior space, we can reassign their class labels
2
labelings, the MRPP statistic δ is calculated. The
arbitrarily. For each of these n1n+n
1
distribution of values of δ under all possible relabelings is (for historical reasons) called
the permutation distribution. The significance probability (P-value) of this statistical test is
given by the fraction of labelings of the permutation distribution with a smaller value of δ
than the one obtained by the original class labels. Note that the δ statistic itself is generally
not scale-invariant, but that the P-value derived from it can be used to compare the quality
of separation across different datasets.
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F IGURE 4. Dependence of Wasserstein self-distances on sample size.
Left panel: Wasserstein distances for embedding dimensions 1 (lowest
curve) to 6 (highest curve). The deviation from the true value of zero is
an indication of the statistical error. The slope of the regression lines is
roughly −1/2, which is the typical scaling behavior of Gaussian noise.
Right panel: CPU time needed for these calculations, with a slope of
roughly 2, i.e., a quadratic dependence on sample size.
In practice the number of possible labelings to consider is usually too large, so the results in the example sections are based on 105 randomly generated labelings, as is common
practice in statistics.
5. E XAMPLE : T HE H ÉNON

SYSTEM

In this section we demonstrate some basic properties of Wasserstein distances using the
well-known Hénon map (55) to generate the time series. The Hénon map is given by

(33)

xn+1 = 1 + yn − ax2n ,
yn+1 = bxn .

Throughout, we use simulations of the Hénon system for 5096 time steps. Discarding the first 1000 samples as a transient leaves N = 4096 values for the analysis of the
generated data.
5.1. Sample size and self-distances. As discussed before, bootstrapping the Wasserstein
distances leads to an error which is a combination of simulation error, due to the finite
number of bootstraps, plus a statistical error, due to the finite number of points from the
invariant measures sampled and the finite length of the time series. Fortunately, the estimation of the self-distances W (µ, µ) allows to assess these errors. The left panel of Figure 4
shows the self-distances against the sample size used for bootstrapping in a double logarithmic plot. Only the values of the x variable have been used for the reconstruction, with
the standard choice of parameters a = 1.4 and b = 0.3, for which it is known that the
Hénon map exhibits chaotic behavior. All distances have been bootstrapped 25 times.
The standard deviation of the bootstrapped distance was lower than the vertical extent
of the crosses used in the plot and is therefore not indicated in Figure 4. This shows that the
simulation error is much smaller than the statistical error, so bootstrapping the Wasserstein
distances with the low number of 25 realizations seems sufficient. Compare Figure 5 for
a typical distribution of the bootstrapped distances for the Hénon system (N = 25 and
N = 1000 realizations).
The lowest line in Figure 4 corresponds to a one-dimensional (trivial) embedding. Increasing the embedding dimension leads to the lines above it, with the highest one corresponding to a six-dimensional delay embedding. As expected, the self-distances decrease
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F IGURE 5. Distribution of Wasserstein self-distances under bootstrapping in the Hénon map, for 512 sample points. Left panel: N = 25
bootstraps. Right panel: N = 1000 bootstraps. Curves are kernel density estimates and the rugs at the bottom indicate the individual values of
the distances. Vertical lines show mean distance (solid) and its standard
deviation (stippled) over all N realizations.

with increasing sample size. Interestingly, the slope of this decrease is −0.53 ± 0.03
(R2 = 0.989, P-value 4.4 · 10−6 ), in the double-logarithmic plot (for embedding dimension k = 3, with similar values for the other dimensions), which is consistent with the
typical scaling behavior of Gaussian noise. In other words, the error is mainly statistical,
which is evidence for the robustness of the Wasserstein distances. This also provides evidence for the hypothesis in Sec. 3.4 on the Gaussian nature of the errors. A different value
of the slope would suggest that the dynamics of the Hénon map influence the Wasserstein
self -distances, but even for small sample sizes no deviation from the square root scaling
behavior can be discerned.
The right panel of Figure 4 shows CPU time in seconds, on a typical personal computer
(AMD Athlon XP 2400+). The exponent in this case is 2.01 ± 0.04 (R2 = 0.989, P-value
< 10−16 ), so the typical time complexity of the Wasserstein distances is quadratic with
respect to sample size.
From the above we see that self-distances can be used to assess errors in embeddings,
and that they can also provide an alternative way to estimate the optimal embedding dimension in nonlinear time series analysis.
5.2. Influence of noise. To study the influence of additive noise, normally distributed
random variates were added to each point of the time series prior to reconstruction of the
invariant measures. The mean of the noise was zero, and the standard deviation a fixed
fraction of the standard deviation of the signal over time. Figure 6 shows the dependence
of the Wasserstein self-distances for different noise levels. In the left panel, the embedding
dimension was varied from one (lowest line) to six (highest line), for a fixed sample size
N = 512 and 25 bootstraps. The effect of noise is higher for larger embedding dimensions,
with a linear change in the slope of the regression lines of 0.15 ± 0.01 (R2 = 0.99, Pvalue 8.0 · 10−5 ). This results from the added degrees of freedom in higher dimensions,
which account for the linear increase in error. This error can partially be compensated by
increasing the sample size, as can be seen in the right panel of Figure 6, for the case of a
three-dimensional embedding. For N = 512 sample points, the slope of the Wasserstein
distances is 2.02 ± 0.03 (with similar values for other sample sizes), i.e., the statistical
error doubles for noise on the order of the original variability in the signal. This shows the
robustness of the Wasserstein distances with respect to noise, since the statistical error is
of the order of the signal-to-noise ratio, and not higher.
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to 6 (highest curve) and fixed sample size N = 512. Right panel:
Wasserstein distances for sample sizes N ∈ {64, 128, 256, 512} (from
top to bottom) and fixed embedding dimension k = 3.
Moreover, due to this (almost) linear dependence of the Wasserstein distances on the
signal-to-noise ratio, it should be possible to estimate the noise level of the signal and
extrapolate its theoretical noise-free value by estimating the Wasserstein distances under
artificially added Gaussian noise (“noise titration”, see (56)) of known standard deviation,
for a few distinct noise levels.
5.3. Visualizing parameter changes. One of the most interesting aspects of the distance
analysis outlined in Section 4 is the possibility to visualize changes in dynamical behavior
with respect to parameter changes, similar to a bifurcation analysis. However, whereas in
the usual bifurcation analysis only regions of phase space are identified where the qualitative behavior of a dynamical system changes, in the distance-based analysis of dynamical
systems these changes are quantified. This has not only potential applications in numerical
bifurcation analysis, but also aids in quickly identifying interesting (for example, atypical)
regions of parameter space. We demonstrate this approach again using the Hénon map.
The parameters a, b of the Hénon map were varied, with a ranging from 0.7 to 1.4 in
steps of 0.05, and b ranging from 0.02 to 0.3 in steps of 0.02. For simplicity, only parameter
values (a, b) = (ai , 0.3) and (a, b) = (1.4, bj ) were considered, where ai = 1.4 − 0.05i,
for 0 ≤ i ≤ 14), and bj = 0.3 + 0.02j, for −14 ≤ j ≤ 0. The invariant measures of the
x-variable, corresponding to a trivial embedding dimension k = 1, are shown in Figure 7.
Dark areas correspond to large time averages, and light areas to low time averages. On the
top of the plots, the indices of the corresponding parameter values are indicated.
Bootstrapping all mutual distances, again under 25 bootstraps with 512 sample points
each, the left panel of Figure 8 shows a two-dimensional projection of behavior space, i.e.,
of the Wasserstein distances of the respective dynamical systems. The distinct behavior of
these systems, with respect to parameter changes, is clearly discernible. Larger deviations
of the parameters from (a0 , b0 ) = (1.4, 0.3) result in points that are farther away from the
point 0 corresponding to (a0 , b0 ). Summarizing, the points are well-separated, although
quite a few of their distances are smaller than the mean self-distance 0.091 ± 0.005 (indicated by a circle in the left panel of Figure 8). Note that the triangle inequality was
not violated, but subtracting more than 0.030 will violate it. Only the self-distances have
therefore been adjusted, by setting them to zero.
Theoretically, as the Wasserstein distances are true distances on the space of (reconstructed) dynamical systems, it is clear that the points corresponding to changes in one
parameter only lie on a few distinct piecewise-continuous curves in behavior space. At
a point where the dynamical system undergoes a bifurcation, i.e., a qualitative change in
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dynamical behavior occurs, these curves are broken, i.e., a point past a bifurcation has a
finite distance in behavior space from a point before the bifurcation. The relatively large
distance of point 10 (with parameter a10 = 0.9) from the points with indices larger than
11 corresponds to the occurence of such a bifurcation, as seen in Figure 7.
The right panel of Figure 8 shows a two-dimensional reconstruction of the Hénon system on a smaller scale, where the parameters were varied as ai = 1.4 − 0.0125i, for
0 ≤ i ≤ 14, and bj = 0.3 + 0.005j, for −14 ≤ j ≤ 0, i.e., for values of a ranging from
1.4 to 1.225, and b ranging from 0.3 to 0.23. Even on this smaller scale, where the mean
self-distances were 0.118 ± 0.003, the points are relatively well separated and there are
indications for bifurcations. Note that the triangle inequality again holds, with a threshold
of 0.070 before it is violated.
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5.4. Coupling and synchronization. Wasserstein distances also allow to quantify the
coupling between two or more dynamical systems, for example, to analyze synchronization phenomena in dynamical systems (57). In this section we consider two unidirectionally coupled chaotic Hénon maps similar to the example discussed in (58). The systems
are given by the following equations
(34)
(35)

xn+1 = 1 + yn − 1.4x2n ,

un+1 = 1 + vn − 1.4(Cxn + (1 − C)un )un

yn+1 = 0.3xn ,
vn+1 = Bvn ,

and we call the (x, y) system the master and the (u, v) system the slave system. The
strength of the coupling is given by the coupling parameter C, which can be varied from 0
(uncoupled systems) to 1 (strongly coupled systems) in steps of size 0.05. The parameter
B is either B = 0.3 (equal systems) or B = 0.1 (distinct systems).
Figure 9 shows Wasserstein distances between the dynamics reconstructed from the
variables x and u, respectively, against coupling strength C, in a separate panel for each
of these two cases. As before, the time series consisted of 5096 values of which the first
1000 values were discarded as a transient. Reconstruction was performed in three dimensions and the distances were bootstrapped 25 times, with 512 samples each. The initial
conditions of the two Hénon systems were chosen uniformly from the interval [0, 1]. Ten
such random initial conditions were considered and are depicted in Figure 9 as distinct
lines (top). The dots correspond to the mean of the distances over the ten realizations.
The variation over the 10 different initial conditions is considerably small, as expected,
i.e., the approximations of the invariant measures are considerably close to the true, unique
invariant measure, that does not depend on the initial condition. The bottom lines display
corrected distances, where the minimum of all distances has been subtracted. This seems
appropriate in the setting of synchronization analysis, and does not violate the triangle
inequality.
A further important feature of the Wasserstein distances can be seen in the left panel
of Figure 9, where the distances for the two Hénon systems with equal parameters (but
distinct, randomly realized initial conditions) are depicted. As the distances are calculated from (approximations of) invariant measures, these equivalent systems are close in
behavior space either when (i) they are strongly coupled, but also (ii) when the coupling is
minimal. The latter arises from the fact that the invariant measures of the two systems do
not depend on the initial condition and are (theoretically) identical here. In between, for
increasing coupling strengths the distances initially rise to about the four-fold value of the
distance for C = 0, and then fall back to values comparable to the uncoupled case, from
about C = 0.7 on.
If one interprets the distance between two systems as a measure of “synchronization”
between them, this leads to the paradox, that in some cases (when C is less than roughly
0.5 here) an increased distance, usually indicative of “less synchronization”, can actually
be caused by an increase in coupling strength. Of course, this is just a variant of the
usual fallacy that arises when one falsely assumes that statistical correlation between two
variables does imply an underlying causal connection. This illustrates that one has to be
very careful when drawing conclusions from synchronization measures (not only the one
considered here) in practice.
The right panel of Figure 9 shows the case of two unequal Hénon systems, where the
initial distances (C = 0) are positive and eventually decrease for stronger coupling. Interestingly, also in this case one sees the phenomenon that increasing coupling first results in
a rise of the distances, that only decrease after a certain threshold in coupling is crossed.
This can be interpreted as follows: Weak forcing by the master system does not force the
behavior of the slave system to be closer to the forcing dynamics, rather the nonlinear slave
system offers some “resistance” to the forcing (similar to the phenomenon of compensation
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in physiology). Only when the coupling strength is large enough to overcome this resistance does the slave dynamics become more similar to the masters’ (decompensation).
Figure 10 illustrates this phenomenon in behavior space, reconstructed by multidimensional scaling from the distances between the dynamics in the u-variables (the slave systems) only. The left panel, for equal systems, shows a closed curve, i.e., the dynamics of
the slave systems is similar for both small and large coupling strenths. The right panel, for
unequal systems, shows the occurence of the compensation/decompensation phenomenon
in the curves of the right panel of Figure 9. Namely, the dynamics of the initially uncoupled
slave system (point 1) settles for large coupling strengths at a different behavior (point 21).
However, for small coupling strengths the behavior is perturbed away from this (points 26). If the coupling is increased further, a rapid transition (points 6-9) occurs. Note that this
plot contains more information than Figure 9, as the information from all mutual distances
(of the slave systems) is used, in contrast to the single distances between the master and
slave dynamics depicted in the former.
Finally, Figure 11 shows the dependence of the Wasserstein distances between the master and slave systems for different bootstrap sizes. As expected, the (uncorrected) distances
become lower when increasing the sample size. Interestingly, when correcting the distances, the distances become larger. This means that increasing the sample size increases
the range of the (corrected) distances, i.e., their sensitivity.
5.5. Summary. By studying the behavior of the Wasserstein distances in the Hénon system, the following points have been observed:
• In practice, when estimating distances by bootstrapping, the simulation error is almost normally distributed, due to the robustness of the Wasserstein distances. This
justifies the use of statistical techniques with implicit assumptions of normality. It
should also be possible to estimate the amount of inherent noise in the signals by
artifical “noise titration”.
• Due to the metric properties of the Wasserstein distances, numerical bifurcation
analysis becomes possible. The distances between systems with varying parameter
settings reflect the changes in their invariant measures and can help to pinpoint and
track bifurcations. Hard bifurcations, e.g., when a stable periodic orbit becomes
unstable, should result in detectable jumps in the distances.
• The Wasserstein distances can measure synchronization between two dynamical
systems. However, being symmetric, they cannot provide information on the directionality of coupling. In general, one has to be careful when using similarities
between dynamical systems as a measure of interaction strength, as independent
systems with the same recurrent behavior will seem to be strongly coupled.
6. E XAMPLE : L UNG DISEASES
An interesting concept to connect dynamical systems and physiological processes is the
notion of a dynamical disease, which was defined in a seminal paper (59) as a change in
the qualitative dynamics of a physiological control system when one or more parameters
are changed (also see (60; 61)). This allows to apply the methods of nonlinear science in a
clinical context as well, and particularly the Wasserstein distances (62).
6.1. Background. Both asthma and the condition known as chronic obstructive pulmonary
disease (COPD) are obstructive lung diseases that affect a large number of people worldwide, with increasing numbers expected in the future. In the early stages they show similar
symptoms, rendering correct diagnosis difficult. As different treatments are needed, this is
of considerable concern.
An important diagnostical tool is the forced oscillation technique (FOT), as it allows to
assess lung function non-invasively and with comparatively little effort (63). By superimposing a range of pressure oscillations on the ambient air and analyzing the response of
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F IGURE 9. Distances for coupled Hénon systems (see text for details
of the coupling). Coupling strength varied from C = 0.0 to C = 1.0
in steps of 0.05. Left panel: Equal Hénon systems (B = 0.3). Right
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the airway systems, a number of parameters can be estimated that describe the mechanical
properties of airway tissue. In particular, for each forcing frequency ω, transfer impedance
Z(ω) can be measured. This is a complex quantity consisting of two independent variables.
The real part of Z(ω) represents airway resistance R(ω), and its imaginary part quantifies
airway reactance X(ω), i.e., the elasticity of the lung tissue. Both parameters are available
as time series, discretely sampled during a short period of tidal breathing. The dynamics
of R(ω) and X(ω) are influenced by the breathing process, anatomical factors and various
possible artifacts (deviations from normal breathing, movements of the epiglottis, etc.).
Clinicians usually only use the mean values R̄(ω) and X̄(ω) of these parameters, averaged
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F IGURE 12. Example time series of respiratory resistance R(8) (upper
curves) and respiratory reactance X(8) (lower curves) by forced oscillation technique during thirty seconds of tidal breathing. Left panel: A
patient with mild asthma. Right panel: A patient with mild to severe
chronic obstructive pulmonary disease. The horizontal lines indicate the
mean values used routinely in clinical assessment.

over the measurement period, but clearly there is a lot more (dynamical) information contained in the time series. Figure 12 shows example time series of these fluctuations for two
patients, with the mean values indicated as horizontal lines.
It is well known that asthma usually results in increased values in both mean R(ω) and
mean X(ω) compared to COPD (64). However, the values given in the literature are group
means, and the parameters can fluctuate largely in individuals from the same group, usually
with considerable overlap between the groups.
Figure 13 shows the distribution of mean resistance (left panel) and mean reactance
(right panel) in a study conducted by A. M. Slats et. al (12), measured at 8 Hz forcing
frequency. The solid curves show kernel density estimates of the distribution of mean
values in the group of patients that suffer from mild, persistent asthma (N1 = 13). The
dashed curves show kernel density estimates in the group of patients suffering from mild to
moderate COPD (N2 = 12). Both resistances and reactances have been measured over a 1
minute interval of tidal breathing, repeated 12 times in the course of a few weeks. Ripples
on top (asthma) and at the bottom of the plot (COPD) indicate the individual values of
mean R(8) and X(8) per patient, and considerable overlap between the two classes of
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patients can be discerned. Note that, for these patients with mild asthma, the resistance
values are actually lower (on the average) than the ones for the COPD group.
6.2. Discrimination by Wasserstein distances. The main motivation for the application
of Wasserstein distances to this dataset is the assumption that the two lung diseases affect
the temporal dynamics of transfer impedance in distinct ways, and not only its mean value.
Considering asthma and COPD as dynamical diseases, we assume an underlying dynamical systems with different parameters for the different diseases. Although these parameters
are not accessible, it is then possible to discriminate the two diseases, with the Wasserstein
distances quantifying the differences in the shape of their dynamics.
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For simplicity, we only consider a two-dimensional reconstructing here, where the time
series of R(8) and X(8) were combined into a series of two-dimensional vectors with
trivial embedding dimension k = 1, trivial lag q = 1, and a length of about 12000 values
(recorded at 16 Hz, the Nyquist frequency for the 8 Hz forced oscillation, concatenating
all 12 measurements into one long series per patient). A more elaborated analysis will
be presented elsewhere. Here we consider the distribution of these points in Ω = R2 an
approximation of the invariant measure of the underlying dynamical system.
The results for the squared sum of differences
(36)

dij = (X̄i (8) − X̄j (8))2 + (R̄i (8) − R̄j (8))2

1/2

in means (not the Wasserstein distances), are shown in Figure 14. Panel A on the left shows
a two-dimensional reconstruction of their behavior space by metric MDS. The strain plot
in Panel B suggests an optimal reconstruction occurs in two dimensions, and indeed the
classification confirms this. Although the maximal accuracy of classification is 0.88 in a
11-dimensional reconstruction (i.e., 88 percent of the patients could be correctly classified),
this drops to 0.72 in two dimensions when cross-validated. The separation of the two
classes is significant at the 0.033 level, as indicated by the MRPP statistic in Panel C. Note
that these distances violated the triangle inequality by 0.23, with mean self-distances of
about 0.12.
For comparison, the results for the Wasserstein distances W of normalized and centred
data (to make the two parameters R(8) and X(8) comparable) are shown in Figure 15.
These distances were bootstrapped 9 times for 250 sample points each. Here the separation
of classes is much more pronounced, significant at the 0.0003 level. The classification is
even perfect in a 12-dimensional reconstruction, with a maximal accuracy of 0.88 in a
9-dimensional reconstruction when cross-validated. Although the information about the
means and their variance has been removed, the classification by Wasserstein distances is
actually better. From this we conclude that the dynamical information contained in the
fluctuations of respiratory impedance contains valuable clinical information. Moreover,
these distances respect the triangle inequality (with a mean self-distance of about 0.25).
Note that we have compared the results for the Wasserstein distances with a classification based on the differences in means (Eq. 36) employing the same distance-based
methodology. If classical tests are used to classify these patients by their mean impedance
values (e.g. in a tree-based classification), the classification results are even worse (not
shown) than the ones we compare with the results obtained by the Wasserstein distances.
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F IGURE 16. Left panel: MDS reconstruction of distances of the 148
sensors considered. Right panel: MDS reconstruction of aggregated distances of the 24 sensor groups. L: left, R: right, F: frontal, C: cranial, T:
temporal, Z: central, P: parietal, O: occipital.
The above results show that the Wasserstein distances are able to capture differences of
shape of the long-term behavior of real-world time series. Even for the trivial embedding
shown and a low number of bootstrap samples, the Wasserstein distances allow to classify
a large proportion of the lung diseases correctly. In fact, these are the best known classification results (at single FOT frequency) of these two lung diseases known to us. As the
data have been centred before their calculation, the information about their mean values,
which is usually used for classification, has been removed, so the classification is achieved
by subtle dynamical differences instead.
7. E XAMPLE : M AGNETOENCEPHALOGRAPHIC RECORDINGS
As a final example, we consider the identification of interactions between brain areals
from magnetoencephalographic (MEG) recordings. Such connectivity analysis provides
insight into functional, cognitive and clinical aspects of the brain (65). Different measures
have been proposed in the past to quantify functional connectivity; these include crosscorrelations (66), the imaginary part of coherence (67), and the synchronization likelihood
(58). In this section we show how Wasserstein distances can be used to detect and quantify
functional connectivities. Note that MDS has been applied to the connectivity analysis
of the brain before (68; 69), on the basis of neuroanatomical data. What is new in our
approach is the use of dynamical data.
This work is based on data from an experiment conducted by S. Houweling et al. (70),
and has been presented at the International Conference on Biomagnetism (BIOMAG) 2008
in the case of one subject (71). Here we show different results, obtained when the distances
for all subjects are averaged.
Whole-head recordings of eight subjects listening to fixed frequency tones were acquired in a MEG system (CTF Systems Inc., Vancouver) by 3rd-order synthetic gradiometers. An auditory stimulus was presented to the right ear (EARTone 3A, CABOT Safety
Corporation) at a pitch of 440Hz, frequency of 1.2Hz, and with a duration of 50ms. From
the 148 sensors considered here, time series have been recorded at 1.25kHz sampling frequency over a 20s interval. Downsampling to 250Hz yielded 5000 time points. The left
panel of Fig. 16 shows a MDS representation of the sensors’ Euclidean distances, and the
right panel a representation of their averaged distances, when the sensors were grouped in
14 subsets. The latter has been done for visualization purposes, mainly.
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F IGURE 17. Aggregated Wasserstein distances of MEG sensors. Left
panel: Two-dimensional MDS reconstruction. Abbreviations as in
Fig. 16. The arrow indicates the feature of main interest. Right panel:
The distance matrix.
The MEG time series were normalized and centred, and attractors reconstructed with
a lag q = 10 and embedding dimension k = 5. For each pair of sensors the Wasserstein
distances were bootstrapped three times with 500 sample points each. The eight distance
matrices (one for each subject) were averaged. Grouping the sensors into the 24 groups
shown in the right panel of Fig. 16, the corresponding distances were aggregated into a
24-by-24 matrix of average distances between sensor groups. The left panel of Figure 17
shows a two-dimensional MDS representation of these distances.
These distances represent the difference in the dynamics of the MEG time series. In
the listening task under study, the dynamics of auditory processing should be similar. Indeed, the RT group, where the auditory cortex is located, has a small distance from the
LF group, where speech processing takes place (indicated by an arrow in Figure 17) (72).
This is independent evidence for hemispheric specialization: even in the absence of linguistic information, the relevant cognitive areals in the left hemisphere are involved in the
processing of auditory signals; a fact that had been previously established and discussed in
(73).
8. C ONCLUSIONS
We have discussed Wasserstein distances in the context of dynamical systems and time
series, with a focus on the statistical analysis of the resulting distances. This point has been
neglected in the literature so far, which probably explains why the Wasserstein (or transportation) distances are not as well known as they deserve to be. Possible applications of
the distance-based analysis of dynamical systems include the classification and discrimination of time series, the detection and quantification of (generalized) synchronization and
the visualization and quantification of parameter changes and bifurcations. More generally,
the behavior space introduced allows to apply the tools of multivariate statistical analysis,
and to test statistical hypotheses about dynamical systems.
Due to their elegant definition and natural properties, e.g., their interpolation properties
(see (11)), Wasserstein distances are very interesting from the theoretical side. However,
their estimation in practice is time-consuming and one usually needs to resort to various
approximations, e.g. the bootstrapping of the distances. By way of a few examples of
synthetic and real-world data sets we have shown that this is quite feasible. This should
convince the reader of the utility of the Wasserstein distances and, more generally, of the
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distance-based analysis of dynamical systems (different applications, e.g., in texture analysis, are hinted at in (74)). Moreover, the algorithms used to derive the results of this paper
are available from the first author’s homepage.
Various questions remain, however. In particular, one would like to (i) understand better how to lessen the dependence of the Wasserstein distances on the particular embedding
used, a point that is introduced and discussed in the Appendix, and (ii) address the point
how various distinct Wasserstein (and possibly other) distances can be combined in an analysis of dynamical systems or time series (see the seminal article (75) for first steps in this
directions). In this article we have exclusively used the Kantorovich-Rubinstein (or Earth
Mover’s) distance, but the class of Wasserstein distances encompasses other distances (e.g.
total variation) that test different properties of the shape of the invariant measures under
study. Combining more than one distance measure should improve the analysis, e.g., the
classification of dynamical systems. The details of this last point are postponed to future
work.
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A PPENDIX A. G ENERALIZED WASSERSTEIN

DISTANCES

In the Appendices we discuss a further generalization of the Wasserstein distances that
addresses a particularly interesting issue in nonlinear time series analysis. We approach
this problem from two sides.
Consider the following general problem: When comparing measurements of the same
modality, but taken at different times or with different equipment, the question of comparability turns up. This also happens in applications to physiological data, where large
variations can occur due to anatomical differences, when we want to compare data across
subjects.
Detecting a change in the dynamics between two measurements is possible by simply
centering and normalizing both time series before the analysis, but since it is a priori unknown whether differences in amplitude (standard deviation) and location (mean) of the
time series are due to uncontrolled effects (noise, drift in the measurement apparatus, etc.)
or due to a change in the dynamics, i.e., in the signal, this invariably leads to a loss in
discriminating power. From the statistical point of view, although the empirical mean and
variance are unbiased, consistent and effective estimators, they are not robust against outliers and non-stationary behavior. An interesting idea then is to transform the data in a
data-driven way to partially account for such effects. By extending the notion of Wasserstein distance this can be done in a robust manner.
A second motivation for this comes from theoretical considerations. As remarked before, reconstruction by delay embedding results in an image of the attractor up to a smooth
change of coordinates. This diffeomorphic change of coordinates is not accessible, as
the underlying dynamical system is usually not known, only its projection by some measurement function (compare Fig. 1). In principle, only invariant, for example differential
topological properties, can therefore be compared reliably between dynamical systems.
Examples of such invariants include the number of fixed points or Lyapunov coefficients.
In practice, however, one wants to use metric information to quantitatively compare dynamical systems on a much finer scale, as has also been done in this article.
Comparing a number of dynamical systems that are reconstructed in essentially the
same way, i.e., by the same measurement function, it can be argued that the embeddings
in reconstruction space, with its metric structure, can be compared, as essentially the same
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quantities (finite-difference approximations of derivatives, see (13)) are accessed. Nevertheless, it seems desirable to lessen the dependence of the Wasserstein distances on the
particular embedding that is used.
In the following sections we discuss two complementary approaches to this problem:
(i) Generalized Wasserstein distances (Appendix A.1-A.7), and (ii) Nonmetric multidimensional scaling (Appendix B).
A.1. Translation invariance. The first approach to the problem outlined before is to define Wasserstein distances with respect to a class of global geometric transformations as
the minima of Wasserstein distances, optimized over the set of all possible transformations
from a given class. From the statistician’s viewpoint, this is similar to fitting a parametric
transformation to data and then subjecting the transformed data to a distance analysis, and
in the terminology of functional data analysis it can be considered a registration of the data
(76).
Considering a translation τ ∈ Ω, let µτ be the image of the measure µ under the transformation x 7→ x − τ .
Definition 1. The Wasserstein distance with respect to translations is given by
(37)

W t (µ, ν) = inf W (µτ , ν) = inf W (µ, ν−τ ).
τ ∈Ω

τ ∈Ω

The following shows that this is indeed well-defined:
Proposition 1. W t (µ, ν) is a distance on the space of probability measures.
Proof. We have to check the three properties of a distance. Reflexivity W t (µ, µ) = 0 and
symmetry W t (µ, ν) = W t (ν, µ) are obvious from the definition and the corresponding
properties of the Wasserstein distance W . For the triangle inequality, consider three measures µ, ν and ρ. Assume that the distance W t (µ, ρ) is realized by some translation τ1 ,
and that W t (ρ, ν) is realized for some translation τ2 . Then
W t (µ, ρ) + W t (ρ, ν) = W (µτ1 , ρ) + W (ρ, ν−τ2 )
(38)

≥ W (µτ1 , ν−τ2 ) = W (µτ1 +τ2 , ν)

≥ inf W (µτ , ν) = W t (µ, ν),
τ ∈Rk

where we use the triangle inequality for the Wasserstein distances (77).



The Wasserstein distance with respect to translations is obviously invariant under this
class of transformations: If the data is shifted before its calculation, the value of the distance does not change.
Note that the values obtained are usually different from the Wasserstein distances of
normalized data, as can be seen in Fig. 18, which is based on two realizations of N (0, 1)
random variables. The minimum of the Wasserstein distance is attained in an interval to the
left of the point where the empirical means coincide. In particular, the translation for which
the minimal distance is realized is not unique. This nonuniqueness (also of transportation
plans) is a special feature of the Kantorovich-Rubinstein distances, but for larger sample
sizes, and especially in more than one dimension, the area where the optimum is attained
becomes very small, in fact smaller than the typical numerical accuracy. Moreover, the
value of W t (µ, ν) itself is clearly unique.
In the example in Figure 18 the difference between W (µ, ν) and W t (µ, ν) is of a statistical nature and due to the small sample size. For larger sample sizes the two values
indeed converge against each other. In general however, i.e., when the measures have nonvanishing higher-order (beyond two) statistical moments, there will be a finite difference
between the two values for all sample sizes.
To summarize: the optimization involved in the computation of W t (µ, ν) has the twofold effect of (i) finding a more robust alternative to the center of mass, similar to the
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F IGURE 18. Translated Wasserstein distances for two normalized realizations (n = 50) of a N (0, 1) random variable. Lower solid curve: distance between empirical means against translation. Upper solid curve:
Wasserstein distance W (µτ , ν). The minimum, attained in the indicated
interval (dotted lines), is the Wasserstein distance with respect to translations, W t (µ, ν).
geometric median (Fermat-Weber point), and (ii) because of this, the distance W t (µ, ν)
stresses the information on the higher-order moments present in the data, i.e., on the differences in the shape of the two measures involved.
A.2. Rigid motions. Considering rotations Θ ∈ SO(k), where SO(k) is the special orthogonal group of Rk consisting of all rotation matrices, a center point is needed against
which to rotate. For finite point sets, it has been shown by Klein and Veltkamp (78) that
the only sensible choice for the center point is the mean m(µ),
Z
||x||2 dµ[x].
(39)
m(µ) =
Ω

Accordingly, we define a rotation as the image of µ under the map
(40)

x 7→ Θ(x − m(µ)) + m(µ),

denoted by Θ · µ. We assume in the following that both measures are centred, such that
m(µ) = m(ν) = 0. Then W (Θ · µ, ν) = W (µ, Θ−1 · ν) holds, and the following is
well-defined:
Definition 2. The Wasserstein distance with respect to rigid motions is
(41)

W r (µ, ν) =

inf

inf W ((Θ · µ)τ , ν).

Θ∈SO(k) τ ∈Ω

Note that only one rotation is needed, and that the translation is applied last, as that
makes its interpretation easier (the alternative would be to take the infimum over W (Θ ·
µτ , ν)).
Proposition 2. W r (µ, ν) is a distance on the space of probability measures.
Proof. Reflexivity and symmetry are obvious again. For the triangle inequality, consider
three measures µ, ν and ρ. Assume that the distance W r (µ, ρ) is realized by some translation τ1 and rotation Θ1 , and that W r (ρ, ν) is realized for some translation τ2 and rotation
Θ2 . Then
W r (µ, ρ) + W r (ρ, ν) = W ((Θ1 · µ)τ1 , ρ) + W ((Θ2 · ρ)τ2 , ν)
= W ((Θ1 · µ)τ1 , ρ) + W (ρ, Θ−1
2 · ν−τ2 )

(42)

≥ W ((Θ1 · µ)τ1 , Θ2−1 · ν−τ2 )

= W ((Θ2 Θ1 · µ)Θ2 τ1 +τ2 , ν)

≥

inf

inf W ((Θ · µ)τ , ν) = W r (µ, ν).

Θ∈SO(k) τ ∈Rk
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A.3. Dilations and similarity transformations. An important further class of transformations are the dilations where λ > 0 is a scale parameter. Again a center point is needed
against which to scale, and the mean m(µ) is the natural choice (78). A dilation is the
image of µ under the map x 7→ λx, denoted by λµ.
A number of problems are encountered when working with dilations, though, as these
transformations do not respect the distance properties in general. For a start, to preserve
the symmetry of the Wasserstein distances, we either need to consider W (λµ, λ−1 ν) or
W (λµ, (1 − λ)ν). As λ is bounded in the second case, we prefer the latter. Recall that the
two measures are centred, such that m(µ) = m(ν) = 0. We furthermore assume that the
measures are normalized, such that their second moments satisfy
Z
1/2
!
(43)
m2 (µ) =
||x − m(µ)||22 dµ[x]
= 1.
Ω

This sets a common global scale for these distances and allows to compare them between
different datasets (respecting the Caveats discussed at the beginning of Appendix A).
Definition 3. The Wasserstein “distance” under similarity transformations is
(44)

W s (µ, ν) = inf

inf W ((λΘ · µ)τ , (1 − λ)ν).

inf

λ>0 Θ∈SO(k) τ ∈Ω

Note that both measures are transformed reciprocally by λ, since otherwise (in case we
would define the distance to be W ((λΘ · µ)τ , λν), for example) the optimum would be
achieved by shrinking both measures to single points, i.e., in the limit as λ → 0. The
above definition prevents this: if µ is shrunk (λ < 1/2), the measure ν is expanded (as
1 − λ > 1/2), and vice versa. The translation is again applied last, as that makes its
interpretation easier.
Unfortunately, it is not clear when W s (µ, ν) is truly a distance, i.e., under which conditions the triangle inequality holds. In general, therefore, one has to be careful when using
the “distance” W s . In Section 3.4 we have discussed how these violations of metric properties can be corrected. Because of this, Eq. 44 presents us still with a potentially useful
notion of distance, and as W s might be interesting for certain applications, we include W s
when we talk about the (generalized) Wasserstein distances.
A.4. Weighted coordinates. Although one elegant property of the delay vector construction is the fact that each coordinate has the same statistical distribution (disregarding effects
due to the finiteness of the underlying time series), there are many applications where two
or more scalar time series are available, indeed necessary, for a reconstruction. The simplest way to accomodate this is by assigning distinct coordinates of the delay vectors to
different time series. For example, if we are given two time series
(45)

(1)

(1)

x(1) = (x1 , . . . , xN ),

(2)

(2)

x(2) = (x1 , . . . , xN )

of N measurements, in the simplest case the underlying dynamical system is reconstructed
by mapping each consecutive block
(46)

(1)

(1)

(1)

(2)

(2)

(2)

x[i] =(xi , xi+q1 , . . . , xi+(k1 −1)q1 ,
(xi , xi+q2 , . . . , xi+(k2 −1)q2 )

to a single point in Ω = Rk1 +k2 (see (17) for generalizations and more advanced techniques).
Here the question of comparability turns up again. The usual solution is to normalize
all time series involved (as has been done in Section 6), but again we can alternatively
employ the Wasserstein distances in order to achieve this in a robust way. Let us consider
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the generalization of the usual Euclidean distance to a weighted Euclidean distance,
!1/2
k
X
αi |xi − yi |2
.
(47)
dα (x, y) =
i=1

Here α ∈ Rk+ is a vector of positive weights, normalized such that ||α||1 =

Pn

i=1

αi = k.

Definition 4. Given a Wasserstein distance W ∗ (µ, ν; d) (possibly with respect to some
class of transformations) between two measures µ and ν over Rk , with a Euclidean distance function d, the weighted Wasserstein distance (with respect to the same class of
transformations) is
(48)

Wα (µ, ν; d) =

inf

α≥0,
||α||1 =k

W (µ, ν; dα ).

Restricting the weights further, such that αi is constant for all coordinates arising from
the same original time series, leads to a useful notion of distance. In the above example of
two time series this means the following requirement:
(
α1 if 1 ≤ i ≤ k1
(49)
αi =
α2 if k1 < i ≤ k1 + k2 ,
with the obvious generalization to more than two time series.
Note that again it is not clear under which conditions the triangle inequality holds for
weighted Wasserstein distances, but for the same reasons as in Section A.3 this does not
pose a cause for much concern.
A.5. Residuals of Wasserstein distances. In the previous sections we have seen a few
examples of classes of transformation for which Wasserstein distances can be optimized.
There are obviously many more, but the advantage of the three classes considered above
(translations, rigid motions and similarity transformations) is that they are successively
allow more freedom. Their respective Wasserstein distances thus form a natural hierarchy:
Proposition 3. The generalized Wasserstein distances satisfy
(50)

W s (µ, ν) ≤ W r (µ, ν) ≤ W t (µ, ν) ≤ W (µ, ν).

An easy calculation, similar to the one for the discrete case (27), furthermore shows that
untransformed Wasserstein distances are bounded from below by the distance in mean,
(51)

W (µ, ν) ≥ ||m(µ) − m(ν)||2 ,

confer Fig. 18.
Eq. 51 suggests that we center the measures for which the Wasserstein distances are
calculated. The definition of rotations and dilations suggests that we also normalize the
measures. The monotonicity property of the Wasserstein distances for the classes of transformations in Eq. 50 then ensures that the following is well-defined:
Definition 5. Given two normalized and centred measures µ and ν on the same probability
space, the residual of the Wasserstein distance with respect to translations is
(52)

Rt (µ, ν) = W (µ, ν) − W t (µ, ν).

The residual of the Wasserstein distance with respect to rigid motions is
(53)

Rr (µ, ν) = W t (µ, ν) − W r (µ, ν).

The residual of the Wasserstein distance with respect to similarities is
(54)

Rs (µ, ν) = W r (µ, ν) − W s (µ, ν).
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F IGURE 19. Dependence of estimated self-distances on sample size.
Left panel: Generalized Wasserstein distances (with respect to rigid motions) for embedding dimensions 1 to 6. The embedding dimension has
been indicated on the right side of the regression lines. Right panel:
CPU time needed for these calculations, with a slope of roughly 3/2 (for
dimensions greater than two).
Again, these residuals are usually not distances. Nevertheless, due to the nonlinearity
inherent in the definition of the generalized Wasserstein distances, these residuals quantify
differences in higher order moments of probability measures, i.e., in their shape. However,
contrary to moment or multipole expansions, each distance in the sequence of (residual)
distances
(55)

(W (µ, ν), Rt (µ, ν), Rr (µ, ν), Rs (µ, ν))

measures a complex interplay of all higher order moments.
A.6. Optimization of generalized cost. Optimizing the Wasserstein distances over a class
of transformations is straightforward. The Nelder-Mead simplex algorithm (53) is a simple, but reliable algorithm that only uses function evaluations and does not need gradient
information. We have found that it works reasonably well in practice. If more control is required, in the distance case (e.g. when considering translations only) it is possible to show
that the generalized Wasserstein distances fulfill a Lipshitz condition, and global Lipshitz
optimalization (79) is then an interesting, but slower, alternative.
To parametrize rotations in k-dimensional space, we use the Lie algebra so(k) of the
group of rotations SO(k). This is the algebra consisting of all k-by-k skew-symmetric
matrices, which is described by k(k−1)/2 independent parameters. Exponentiation results
in a parametrization of the rotations, i.e., if A ∈ so(k) then exp(A) ∈ SO(k), and the
image of so(k) under exponentiation is precisely the group of all rotations (since SO(k)
is connected and compact, see for example (80)). The function exp(A) is of course the
matrix exponential of A (see (81) for implementation issues).
A.7. Example: The Hénon system. Continuing the example of Section 5.1, where the
Hénon map was discussed in terms of self-distances, the results for the generalized Wasserstein distances are shown in Figure 19. These distances have been optimized with respect to
rigid motions, where a maximum of 3000 distance evaluations was imposed in the NelderMead algorithm (which was never exceeded), stopping the iterations if there was no improvement of relative size 10−6 . Initial rotation parameters in the Lie algebra so(k) were
set to 1.0 to avoid the simplex search to end up in a possible local minimum around the
trivial rotation. Of course, in a more sophisticated application, the optimization should
actually be performed a number of times with different initial parameters.
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The slope of these distances is much lower than for the distances in Figure 4, and levels
out for larger embedding dimensions. This is an indication that the generalized Wasserstein distances do not suffer from statistical error as much as the untransformed distances
do. In fact, for embedding dimensions larger than two, the generalized distances have
comparable values; this is an indication that the attractor of the system has been properly
unfolded. Increasing the embedding dimension beyond three does not significantly improve the quality of the embedding, as quantified by these self-distances. Note that these
distances are calculated for normalized data, such that they cannot be directly compared
with the untransformed distances in Figure 4.
A PPENDIX B. N ONMETRIC MULTIDIMENSIONAL

SCALING

As a second approach to the problem addressed in the beginning of Appendix A, we
mention the use of nonmetric (or ordinal) multidimensional scaling. An exposition of this
technique can be found in (28, Chapter 9). It is complementary to the approach of Appendix A. Instead of transforming the data to achieve more natural distances, the basic idea in
this approach is that we transform the distances. The admissible transformations are those
that preserve the (rank-) order of the distances. Thereby, the impact of the particular metric
structure of phase space, and consequently of the delay embedding, is reduced considerably. On the other hand, topological properties of the systems in behavior space (i.e., the
“relative closeness” of their dynamical behaviors) is preserved by such transformations.
The simplest transformation is the rank transformation, in which the totality of 12 n(n + 1)
distances (the entries of an n-by-n distance matrix) are sorted according to their size, and
replaced by the corresponding rank numbers from {1, 2, . . . , 21 n(n + 1)}. Unfortunately,
the rank transformation does in general not respect the triangle inequality, and does not
result in a suitable reconstruction of behavior space.
We see that the prize to pay for this generalization is the complexity of reconstruction
of behavior space, which cannot be calculated by way of a simple matrix decomposition
as in metric MDS. Instead, one needs to use an iterated optimization algorithm, that tries
to minimize a given error functional. Instead of strain (Eq. 24), this is usually taken to be
the stress,
X
(||Xi − Xj || − δij )2 ,
(56)
σ(X) =
i<j

where δij are the transformed dissimilarities of the measured distances Mij , and the Xi are
the coordinates of the i-th system in behavior space. Then one can use monotone regression
(82) to iteratively move the reconstructed points X, minimizing the stress value (see (83)
for a possible approach).
Not only is this computationally much more involved, but two main problems are encountered: (i) it is possible for the optimization algorithm to return a local minimum of
stress, and (ii) degenerate solutions can exist. Nevertheless, this is a viable alternative to
Wasserstein distances under transformations. Depending on the situation, one or the other
approach, or even a combination of the two, should be considered.
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